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Outline
1. The field/cluster debate 
2. Multiple generations of black holes 
3. Bayesian model selection 
4. A generation gap



Have we been together for so long?

Yes! I’ve known you 
since you were a star

Don’t you remember?   
We just met in cluster



Spins have secrets!
What information can we extract from the events we have?  
And from many more detections? Higher SNR?

Field binaries: evolve together.  
Tidal interactions and accretion 
tend to align the spins?

Cluster binaries: evolve separately 
and then meet. Isotropic spin 
distribution, more precession?

??

Do BHs remember how they formed?
>100 events needed to distinguish populations Stevenson+ 2015, Zevin+ 2017

Masses and rates?  Easy to measure, but models overlap

Eccentricities?        Nishizawa+ 2017Promising, especially for specific scenarios
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Orthogonal, but complementary, direction 
to the usual field vs. cluster debate
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Spins: the magic number

• At merger, the binary’s angular 
momentum has to be converted into spin 

• More or less whatever you do when you 
merge two BHs, you get ~0.7!
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FIG. 2. Our theoretical distributions.

3

2

3

4

1g + 1g

1g + 2g

2g + 2g

FIG. 2. Our theoretical distributions.

Primary’s spin

Secondary’s spin

Spins remember 
previous mergers!

S1 L

L

S2

S1 S2

S

S

Orbital hang-up

DG Berti 2017, Berti Volonteri 2008



Mock BH populations

• Uniform 
• Flat in log 
• Power law  p(m1) / m�2.5

1

m1,m2 2 [5M�, 50M�]Masses

Redshifts
• 1g uniform in coming volume 
• 2g add lookback time  
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same range, so that the probability distribution
p(m1, m2) / 1/m1m2.

(iii) Model “power law”: we adopt a power-law dis-
tribution with spectral index ↵ = �2.5 for the pri-
mary BH (i.e. p(m1) / m↵), while the secondary
mass is uniformly distributed in m2 2 [5M�, m1].

The upper limit of 50M� was chosen to be consistent
with current LIGO compact binary coalescence searches,
and it excludes “by construction” intermediate-mass BH
searches, discussed e.g. in [41]. Moreover, pair insta-
bility and pulsation pair instability in massive helium
cores [42, 43] may inhibit the formation of 1g BHs with
masses larger than ⇠ 50M� [44]. If multiple mergers oc-
cur through mass segregation in stellar clusters, the more
massive objects will tend to form binaries, thus increasing
the component masses of 1g+2g and 2g+2g populations.
Our 50M� upper mass limit is therefore conservative, be-
cause physical mechanisms such as pair instabilities and
mass segregation would further separate the mass dis-
tributions of populations involving multiple mergers and
make them more easily distinguishable.

Given the great uncertainties on the spin magnitude
and orientation of binary BHs [45–48], in all three cases
we assume the dimensionless spin magnitudes �1,2 to be
uniformly distributed in [0, 1], and their directions to
be isotropically distributed.1 We are only interested in
the global statistical properties of the population. Since
isotropic spin distributions stay isotropic under preces-
sion and gravitational radiation reaction [51, 52], the as-
sumption of isotropy will hold also at the small separa-
tions relevant for GW observations. For this reason there
is no need to carry out post-Newtonian evolutions of the
spin distributions for individual binaries of the kind dis-
cussed in [52–54].

B. The 2g+2g population

In order to construct the 2g+2g population we use the
following procedure. We randomly extract two binaries
from a given 1g+1g population. For these binaries, we
estimate the final mass Mf and spin �f of the merger
remnant using the numerical relativity fitting formulas
of Refs. [55, 56]2 as implemented in [54]. These masses

1 Rodriguez et al. [48] argued that massive field binaries should
typically have aligned spins because “heavy” BHs receive small
supernova kicks that are unable to tilt the orbit [49, 50], while the
spins of massive binaries produced in dense stellar environments
should be isotropically distributed. A more detailed investigation
of the correlation between spin alignment and binary BH forma-
tion requires astrophysical modeling that is beyond the scope of
this paper (see e.g. [45, 50]).

2 There are several alternative fitting formulas for the final masses
and spins [57–63]. The di↵erence between di↵erent prescriptions
is smaller than measurement errors in GW observations, and
therefore the choice of a particular fitting formula is of no con-
sequence for our present purpose.

and spins are used as input for the second round of binary
mergers.

To perform meaningful comparison with the 1g+1g
model described above, we again restrict our popula-
tion to binaries with component masses in the range
[5, 50]M�, because this is the mass range targeted by
LIGO compact binary coalescence searches.

C. The 1g+2g population

The 1g+2g distribution is the obvious mixture of the
two: we draw one binary from the 1g+1g distribution,
merge it to obtain a 2g BH, and then consider the merger
of this 2g BH with a 1g BH.

D. Redshift distribution

The redshift distribution of BH mergers in the three
di↵erent populations should be di↵erent, because on av-
erage 2g mergers are expected to happen later than
1g mergers. We can estimate the delay times between
the formation and merger of a BH binary using the
quadrupole formula
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If the binary initial separations a are drawn from a log-
flat distribution (i.e., dn/da / 1/a), the distribution of
the merger times is also log-flat (cf. [26]):
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The “lookback time” tL is given by [64]

tL =
1

H0

ˆ
z

0

dz

(1 + z)
p

⌦M (1 + z)3 + ⌦⇤

, (4)

where we assume ⌦k = 0, ⌦M = 0.307, ⌦⇤ = 0.693 and
H0 = 67.7 kms�1Mpc�1 [65]. From the lookback time we
can compute the time tL(z1) � tL(z2) necessary for the
Universe to evolve from redshift z1 to redshift z2.

We distribute the 1g+1g sources uniformly in comov-
ing volume with redshifts z < 2. For the 1g+2g popula-
tion, we assume that 2g BHs formed at some redshift z̃
drawn from the same distribution used for 1g+1g bina-
ries. We then extract a delay time tD from a flat distri-
bution in log(tD) in the range tD 2 [10�4 Gyrs, tL(z̃)].
The lower limit is very conservative, and it roughly corre-
sponds to the merger time for a 10M� BH binary evolv-
ing from an initial orbital separation a = 10R�. The

• 1g uniform in magnitude 
• 2g from fitting formula 

Spins

and 2g from fitting formula 
Barausse Rezzolla 2009

Barausse+ 2012
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FIG. 2. Theoretical distribution of the observable parameters u = {M, q, z, �e↵} for 1g+1g (blue), 1g+2g (green) and 2g+2g
(red) populations, assuming the “flat” (top), “log” (middle), and “power law” (bottom) mass distributions.

redshift z of a 1g+2g merger is then given by the numer-
ical solution of the equation

tL(z̃) � tL(z) = tD . (5)

Finally, for the 2g+2g population we extract two val-
ues z̃1, z̃2 from the 1g+1g distribution. The redshift z
of a 2g+2g merger follows again from a numerical so-
lution of Eq. (5), with the di↵erence that now we set
z̃ = min(z̃1, z̃2).

In Sec. V D we will discuss how time delay prescriptions
a↵ect our results.

E. Measurable parameters

For concreteness and simplicity, we will characterize
each binary by its total mass M = m1 + m2, mass ratio
q = m2/m1  1, redshift z and “e↵ective spin” [66]

�e↵ =
1

M

✓
S1

m1

+
S2

m2

◆
· L̂ . (6)

The e↵ective spin (a mass-weighted sum of the projection
of the spins Si = m2

i
�iŜi along the orbital angular mo-

mentum L) is a constant of the motion in post-Newtonian

evolutions, at least at 2PN order [52, 67]. It is also the
easiest spin parameter to measure [66, 68].

Let us introduce a vector u whose components are the
observable variables to use in our statistical analysis, i.e.

u = {M, q, z, �e↵} . (7)

The components of this vector will be labeled by an in-
dex j = 1, ..., J such that u1 = M , u2 = q, etcetera; a
capital Latin index J will denote the dimensionality of
the vector u, i.e. the number of observables considered
in the analysis. Each binary in our catalog is character-
ized by a specific set of observable properties ū(i), where
the superscript index (i = 1, ..., I) labels entries in our
synthetic catalog.

The theoretical distributions of measurable source pa-
rameters u = {M, q, z, �e↵} for 1g+1g, 1g+2g and
2g+2g events are compared in Fig. 2. Each row cor-
responds to one of the three mass distributions described
in Sec. II A.

The mass distributions have some noteworthy features.
First of all, and quite obviously, 2g BHs have higher
component masses. Therefore the total mass is higher
when 2g BHs are present (for any given assumption on
the mass distribution), and this e↵ect is most notable

• more massive 
• equal mass 
• closer 
• higher spins

More mergers means:

DG Berti 2017



Introducing errors
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FIG. 4. Blue: relative errors on the total mass M (left), mass ratio q (middle) and redshift z (right) as computed in Ref. [77].
Red: resampling of these data, obtained as described in Sec. III B. The top panels show scatter plots of the relative error on
each parameter as a function of the value of that parameter for the source. The bottom panels show the same information as
a histogram.

B. Measurement errors

Ideally we should compute measurement errors for
each binary in the catalog using Markov-Chain Monte
Carlo methods, and use the obtained posteriors to per-
form model selection. This is computationally expensive,
and unnecessary from the point of view of our proof-of-
principle analysis. For our present purpose we adopt a
much simpler prescription, described below.

We build on a study by Ghosh et al. [77], who com-
puted BH binary measurement errors using the lalin-
ference code [78] (see also [79–82] for more work on the
subject). In particular, we use their results for aligned-
spin BH binaries detected by a network of 3 advanced
detectors. Their data set provides 1� errors on several
quantities, including the total mass M , mass ratio q and
redshift z. These are shown in blue in Fig. 4.

The data set is too sparse to perform an e�cient bin-
ning and interpolation in three dimensions (M, q, z). In
order to partially account for the expected degeneracies
(e.g., close binaries will generally have smaller errors on
the masses), we adopt the following procedure. Consider
a binary in our catalog with parameters (M̄, q̄, z̄). To

estimate measurement errors on the parameters of this
binary, we consider the 5 “closest” binaries in the data
set of Ref. [77], and compute the average and standard
deviation of their measurement errors. Here “closest” is
defined in the following sense: given the maximum and
minimum value of each of the three parameters (M, q, z),
we rescale their actual values so that these parameters are
distributed in a cube of size one; then we compute the
Euclidean distance between binaries in this cube. The
average and standard deviation from the 5 closest bi-
naries are then used to extract the measurement errors
�M̄ , �q̄, �z̄ from a normal distribution. The red dots and
histograms in Fig. 4 show the measurement errors ob-
tained from this resampling. The obtained distributions
look remarkably close to the original data. Errors on the
redshift are slightly overestimated, so (if anything) our
resampling procedure seems to yield conservative predic-
tions. Estimates for the errors on �e↵ were not computed
in Ref. [77], so we assume ��eff = 0.1 for all binaries mea-
sured by LIGO at design sensitivity. This rough estimate
is quite conservative, and it is consistent with measure-
ment errors in the first GW detections [3].

Ref. [77] computed parameter estimation errors for the

Population Parameter Sensitivity 7

Figure 3. An illustration of how we include measurement errors
in our analysis. A Gaussian is centred on each bin, with a standard
deviation proportional to the value at the centre of that bin. That
bin’s counts are then distributed to other bins according to the
fraction of that Gaussian falling in each bin.

volve a modification of the likelihood function. Performing
the analysis in this way would correctly account for correla-
tions between bins, whereas in the simplified approach bins
are modified independently, losing information and slightly
swelling the uncertainty.

4.6 Uncertainty quantification

The rate derivatives used to compute the Fisher matrix at
the COMPAS fiducial model depend on the particular pop-
ulation realisation used in the calculation. We quantify the
impact of simulation realisation noise, due to the finite num-
ber of simulated binaries, with bootstrapping. We recompute
the Fisher matrix by re-creating data sets of the same size
as the original simulated data set by drawing samples from
it with replacement.

By repeating this process many times and observing the
spread in the results, we can observe how much the point es-
timates change under di↵erent population realisations (dif-
ferent sets of binary initial conditions). In principle, this
model uncertainty could be overcome with more simulations,
unlike the more fundamental uncertainties stemming from a
finite number of observations and chirp mass measurement
uncertainty. We discuss the relative contributions of these
sources of uncertainty in section 6.

5 RESULTS AND DISCUSSION

Using the method described in section 4 we computed the
elements of the Crámer-Rao lower bound on the covariance
matrix for the population parameters �kick, ↵CE, fLBV and
fWR. We computed simulation uncertainties on these ele-
ments by taking 1500 bootstrap samples from the 1, 197, 989
sets of initial conditions simulated for the binaries, specif-
ically varying the metallicities, initial masses and sepa-
rations. Using these results we are able to explore what
can be learned about these population parameters using

Figure 4. The inferred measurement accuracy for each of the
four population parameters after observing 1000 systems, as esti-
mated by taking the square root of the diagonal elements of the
estimated covariance matrices for each of the 1500 bootstrapped
sets. The histograms are normalised such that they all have the
same area.

gravitational-wave observations of binary black holes. Re-
sults are presented for Nobs = 1000 observations, a su�-
ciently large number to ensure the validity of our results; we
discuss the e↵ect of changing the number of observations in
section 5.2.

Figure 4 shows the distribution of standard deviations
of each of the population parameters. We see that it will
be possible to measure ↵CE, fLBV and fWR with fractional
accuracies of ⇠ 2% after 1000 observations. We will be less
sensitive to the value of �kick. This is an expected result,
since the natal kicks of black holes are reduced according to
equation (2), and many of the more massive ones do not get
a kick at all.

The fractional uncertainties on all of the parameters are
quantities of order N�1/2

obs
⇡ 0.03 for Nobs = 1000. Varying

the parameters by their full dynamic range would change
the rate by O(Nobs). For example, reducing ↵ from 1 to 0
would make binary black hole formation through a common-
envelope phase impossible, reducing the expected number of
detections from Nobs to ⇠ 0.

The measurement accuracy with which the tuneable
population parameters can be inferred using 1000 gravi-
tational wave observations can be alternatively interpreted
from the perspective of model selection. For example, the
median of the distribution for the standard deviation of ↵CE

is ⇠ 0.02. Therefore, if ↵CE di↵ered from the fiducial value
by 6%, the fiducial model could be ruled out with a confi-
dence of ⇠ 3� ⇡ 99.7%.

We can examine the full multivariate normal behaviour
of the population parameters. Figure 5 shows marginalised
univariate distributions and bivariate projections of the 90%
confidence interval for each of the bootstrap samples. This
plot shows that most pairwise correlations between most
population parameters are negligible. Figure 6 shows the
correlations between ↵CE and fWR, and between ↵CE and
fLBV. Bootstrapping indicates an 88% confidence that ↵CE

and fWR are anti-correlated. Increasing ↵CE increases the
e�ciency with which orbital energy is transferred into the

MNRAS 000, 1–11 (2017)

Binned analysis 
Errors are introduced spreading 
the source over multiple bins 

Info kindly provided by 
and scaled with SNR 

Barrett+ 2017

DG Berti 2017

Gosh+ 2016



Detectable populations
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Can we infer previous mergers happened?

Need only 10-60 observations to distinguish 1g+1g vs 2g+2g at 5σ!
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Number of observations needed to distinguish two models at a given significance

Already! Using O1 events only: 
1g1g vs. 2g2g. Odds: 12
1g1g vs. 1g2g. Odds: 2
1g2g vs. 2g2g. Odds: 6

2σ statement our 
BHs are not 2g+2g!

DG Berti 2017



What if all three are there?

Yes, but that’s harder. 
Need O(100) 
observations and/or a 
better detector!
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FIG. 7. Posterior distribution of the mixing fraction between the 1g+1g, 2g+2g and 1g+2g pure models. Each triangle shows
the model space defined by

P
f = 1 for a given realization of Nobs = 100 observations. The corners corresponds to the three

pure models. The black star marks the “true” injected value of the mixing fractions. Each of the injected mixing fractions
is constant along one of the dashed lines. The log-likelihood is shown in the color map: lighter regions are more likely than
darker regions. Solid black contours mark the 50% and 90% confidence regions.

Three models mixed, 
can we measure their 
mixing fraction?

• each pure model is on a corner 
• assuming 100 BBH 
• 90% and 50% confidence intervals

DG Berti 2017



A generation gap?
• Pulsation instability? Upper BH mass cutoff 

• Migration traps and accretion disks 

• Even in globulars if you’re lucky (but kicks…)
Rodriguez+ 2017

Bellovary+ 2016,  McKernan+ 2017

Heger Woolley 2002, Woolley 2017



Caltech and GWverse
• Not really in Europe, but… 
• …now an International Partner institution 
• Researchers from COST countries can visit Caltech



Outline
1. The field/cluster debate 
2. Multiple generations of black holes 
3. Bayesian model selection 
4. A generation gap
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FIG. 6. Number of events that are necessary to distinguish populations for Advanced LIGO at design sensitivity (top) and
Voyager (bottom). The median odds ratio (thick lines) and 90% confidence intervals to identify each model as true are plotted
as functions of the number of observations Nobs.

Nobs at 5� 1g1gT/2g2g 2g2gT/1g1g 1g1gT/1g2g 1g2gT/1g1g 1g2gT/2g2g 2g2gT/1g2g

5% 50% 95% 5% 50% 95% 5% 50% 95% 5% 50% 95% 5% 50% 95% 5% 50% 95%

LIGO O1 flat 27 53 100 31 57 103 40 76 143 44 80 146 50 105 204 77 133 233

log 27 52 94 25 50 94 30 58 106 29 56 106 42 86 165 59 104 182

power law 14 29 57 19 35 64 7 17 34 13 23 41 31 61 114 35 64 117

Ad. LIGO flat 23 46 86 26 50 91 45 82 146 37 73 139 37 83 170 73 122 206

log 20 41 79 24 45 83 41 73 132 33 66 122 26 56 112 48 81 138

power law 20 39 72 18 37 70 10 21 40 11 22 41 15 31 61 20 37 67

A+ flat 18 39 75 22 43 79 46 83 149 34 69 136 34 80 165 75 123 211

log 16 34 65 19 38 69 41 73 131 30 62 120 22 51 107 50 81 136

power law 17 35 67 17 34 65 10 22 41 10 21 40 12 27 52 20 35 61

Voyager flat 6 15 33 10 21 39 34 69 128 27 62 122 13 36 80 36 61 102

log 4 11 25 8 17 32 25 53 102 20 51 101 8 23 51 26 44 73

power law 5 13 26 7 16 31 9 19 37 7 18 36 4 11 24 12 21 35

TABLE II. Number of observations needed to distinguish populations at 5� with 5%, 50% and 95% probability. The “true”
model is marked by a T in the column header. For instance, in column 1g1gT/2g2g we compare models 1g+1g and 2g+2g
when observations are drawn from the 1g+1g catalog.
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Injection Test Preferred

flat 1g+1g flat 1g+1g vs flat 2g+2g flat 1g+1g 3T

log 1g+1g vs log 2g+2g not significant

power law 1g+1g vs power law 2g+2g power law 1g+1g 3

flat 2g+2g flat 1g+1g vs flat 2g+2g flat 2g+2g 3T

log 1g+1g vs log 2g+2g log 2g+2g 3

power law 1g+1g vs power law 2g+2g power law 1g+1g 7

log 1g+1g flat 1g+1g vs flat 2g+2g flat 1g+1g 3

log 1g+1g vs log 2g+2g log 1g+1g 3T

power law 1g+1g vs power law 2g+2g power law 1g+1g 3

log 2g+2g flat 1g+1g vs flat 2g+2g flat 1g+1g 7

log 1g+1g vs log 2g+2g log 2g+2g 3

power law 1g+1g vs power law 2g+2g power law 1g+1g 7

power law 1g+1g flat 1g+1g vs flat 2g+2g flat 1g+1g 3

log 1g+1g vs log 2g+2g log 1g+1g 3

power law 1g+1g vs power law 2g+2g power law 1g+1g 3T

power law 2g+2g flat 1g+1g vs flat 2g+2g flat 1g+1g 7

log 1g+1g vs log 2g+2g log 1g+1g 7

power law 1g+1g vs power law 2g+2g power law 2g+2g 3T

TABLE III. Model comparison tests between populations characterized by di↵erent merger generations and mass distributions
using the Advanced LIGO sensitivity curve. For each injected distribution and model comparison we report the preferred
population in the limit where Nobs ! 1 (in practice we use Nobs = 103). The true population (T) is correctly identified
whenever it is among those tested. While most of the comparisons correctly identify the merger generation (rows denoted by a
check mark 3), in some cases making the wrong assumption on the underlying mass distribution prevents a correct identification
(rows denoted by a cross 7). In one case (second row) we obtained odds ratios consistent with one even when Nobs ! 1, so
that no conclusions can be drawn and the comparison is marked as “not significant.” In all other cases the behavior of O(Nobs)
is qualitatively similar to Fig. 6, i.e. the odds ratio grows exponentially until populations can be distinguished at 5�.

2g+2g injections, the converse is unlikely: if model selec-
tion favors 2g+2g BHs, the injected data never belong to
a 1g+1g population with a di↵erent mass spectrum.

To quantify the importance of time delays, we repeated
all the comparisons shown in Table II excluding redshift
information, i.e. taking u = {M, q, �e↵} as our vector
of observable quantities. We find that the correct popu-
lation is always identified. The odds still grow exponen-
tially with the number of observations, although with
somewhat shallower slopes. This is expected, because
the statistical analysis is performed using less informa-
tion. Omitting redshift information does not significantly
a↵ect the 1g+1g vs. 2g+2g and 1g+2g vs. 2g+2g com-
parisons, but it plays a more important role in the 1g+1g
vs 1g+2g comparisons. This is because (as illustrated in
Fig. 5) the mass distributions are very similar for these
populations, which are therefore harder to distinguish if
redshifts are ignored. For instance, while Fig. 6 shows
that ⇠ 40 observations are enough to distinguish the
1g+1g and 1g+2g “flat” populations at 3� with LIGO
in 50% of the realizations, up to ⇠ 200 events will be
necessary to reach the same conclusion in the absence of
redshift information.

VI. CONCLUSIONS

The main result of this paper is that GW observations
of merging stellar-mass BH binaries can be used to gather
information about their progenitors. Starting from sim-
ple, physically motivated populations of “first genera-
tion” (1g) BHs born from stellar collapse, we construct
populations where merging binaries include “second gen-
eration” (2g) BHs, whose masses and spins are computed
using numerical relativity fitting formulas. Then we use
Bayesian model selection to determine whether current
or future ground-based GW interferometers can distin-
guish di↵erent populations. If 2g BHs occur in nature,
it should be possible to recover evidence for their exis-
tence from GW data; otherwise, the data can be used to
constrain astrophysical models that produce 2g BHs.

As a first application of our Bayesian model selection
framework, we perform model selection using the two
confirmed detections (GW150914 and GW151226) and
the LVT151012 trigger from Advanced LIGO’s first ob-
serving run. It is quite remarkable that, even with only
three data points, some of the comparisons show odds
ratios as high as ⇠ 10 in favor of 1g BHs. As expected,
model selection performance improves with more obser-
vations and more sensitive detectors. Indeed, as shown in


